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For Section 5.1 — 5.7, see the new manual. The text below will be updated in the first
week of November 2008.

Section 5.8 Introduction to Mixed Modelling

A detailed and non-technical introduction in mixed modelling is given in Chapter 8 in
Zuur, leno and Smith (2007). Here we explain how to run it in Brodgar.

In Chapter 9 in Zuur, leno and Smith (2007), a series of linear regression models were
applied on the RIKZ data (marine benthic data set). The response variable was species
richness and the explanatory variable was NAP (height of a site compared to average
sea level). The data were sampled at 9 beaches (5 samples per beach) and the question
is whether there are any differences between the NAP-richness relationship at these
nine beaches. We then applied various mixed models on the same data.

Mixed modelling for the RIKZ data

For simplicity, we start with a random intercept model (labelled as model 5 in Zuur,
leno and Smith, 2007):

Model 5 Y, =a+pB*NAP, +a, +¢,
where &, =N(0,07) and &, =N(0,0")

The index j takes values from 1 to 9, and i from 1 to 5 (there are 5 observations per
beach). The model states that there is one intercept o and one slope . These are called
the fixed parameters. On top of this, there is a random incept a;, which adds a certain
amount of random variation to the intercept at each beach. The random intercept is

assumed to follow a normal distribution with expectation 0 and variance o. The
Brodgar output is given by:

Linear mixed-effects model fit by REML
AIC BIC logLik
247.480 254.525 -119.740

Random effects:

Formula: ~1 | Beach

(Intercept) Residual

StdDev: 2.944 3.060
Fixed effects: Richness ~ 1 + NAP

Value Std.Error DF t-value p-value
(Intercept) 6.582 1.096 35 6.006 <0.001
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NAP -2.568 0.495 35 -5.191 <0.001

Number of Observations: 45, Number of Groups: 9
ANOVA table for the submodel

numDF denDF F-value p-value
(Intercept) 1 35 27.634 <.0001
NAP 1 35 26.952 <.0001

The variance of the noise is o =3.06°and the variance of the random intercept
o, =2.944° This is the fixed effects term o+ S* NAP, . The intercept is equal to

6.582 and the slope is —2.568. Just as in linear regression, we get an ANOVA table
indicating again significance of the fixed slope f.

Fitting this model in Brodgar
In the mixed modelling function, select:
e From the “Fixed variables”: NAP as a continuous variable.
e In “Random Effects”, select Beach as a random grouping factor. In the
spreadsheet, Beach was coded as 1 to 9.

Click on the “Go” button.

Extending the mixed model with a random slope

Model 5 was a mixed model with a random intercept. Hence, the regression line is
allowed to randomly shift up or down. Extending this process to a model in which not
only the intercept is allowed to vary randomly but also the slope follows the same
principle. The model is given by:

Model 6 Y, =a+a,+B*NAP, +b *NAP, +¢,
where &, =N(0,6°) and @, =N(0,07) and b, =N (0, ;)

This is the same formulation as model 5, except for the term by*NAP;;. It allows for
random variation of the slope at each beach. The numerical output is given by:

AIC BIC logLik
244.3972 254.9644 -116.1986

Random effects:
Formula: ~NAP | as.factor(Beach)
Structure: General positive-definite, Log-Cholesky parametrization

StdDev Corr
(Intercept) 3.573 (Intr)
NAP 1.758 -0.962
Residual 2.668
Fixed effects: Richness ~ 1 + NAP

Value Std.Error DF t-value p-value
(Intercept) 6.612 1.271 35 5.203 <0.001
NAP -2.829 0.732 35 -3.865 <0.001
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Number of Observations: 45, Number of Groups: 9
ANOVA table for the submodel

numDF denDF F-value p-value
(Intercept) 1 35 12.427 0.0012
NAP 1 35 14.939 0.0005

This shows that o = 2.668, o> = 3.573° and o =1.758%.

Fitting this model in Brodgar

In the mixed modelling function, select:

e From the “Fixed variables”: NAP as a continuous variable.

e In “Random Effects”, select Beach as a random grouping factor.

e In “Random Effects”, under the ‘Define random effects part’, ensure that the
window has the following code: 1|NAP The ‘|’ is the vertical line
somewhere on your keyboard. If you forget the ‘| Brogar will give an error
message. See also Figure 5-1

Click on the “Go” button.

=EX
Fixed variables ¥ Define fixed interactions X § Random effects § Settings ¥ Graph settings ¥ Specialised Corner
Define random effects part

Continuous X Nominal X Select grouping factors
week 2 &
anglel
angle2
exposure exposure
salinity salinity
temperature temperature
NAP | NAP |

Select >>> Select >>> Add =>>

+ I 2 l * | Nested grouping factors
1 [NAP = Beach -

E
| i v
Clear Store Retrieve Help | e Tl
Quit I Help | Go |

Figure 5-1. Example of a mixed model with random intercept and random slope.

To compare two models that have the same fixed effect, but different random
components, a likelihood ratio test can be used. The more complicated model
(containing the random intercept and slope) is more optimal:

ANOVA table for the submodels

Model df AIC BIC logLik Test L.Ratio p-value
5 6 244.40 25496  -116.20
6 4 247.48 25453 -119.74 5vs6 7.08 0.029
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Applying the ANOVA comparison in Brodgar
In the mixed modelling function, select:

Richness as response variable and NAP as explanatory variable in the “Fixed
variables” window.
From the settings menu, ensure that restricted log-likelihood (REML)
estimation is selected.
In “Random Effects”, select Beach as a random grouping factor. In the
spreadsheet, Beach was coded as 1 to 9.
In “Random Effects”, under random effects part, ensure that the window has
the following code: 1|NAP
In the specialised corner:
o Define the fixed effects of the full model by typing in the fixed effects
part: NAP
0 Define the random effects part of the full model by typing in the
random effects part: ~NAP|factor(Beach)
o0 Define the fixed effects of the nested model by typing in the fixed
effects part: NAP
o0 Define the random effects of the nested model by typing in the random
effects part: ~1|factor(Beach)

And click on the “Go” button. See also Figure 5-2. You can also click on ‘Get
current’; it will fill in the details of the previous mixed model that was used.

7 Linear mixed effects modelling

Specialised Corner Explain |
Define full model
Fixed effects part: [ AP Add
Random effects part: |“ NAP | as factor(Beach) Add
Get current | Go |
Define nested model for ANOVA comparison
Fixed effects part: [NaP Add
Random effects part: I“l | as factor(Beach) Add
Within-group correlation: [no b
Within-group correlation formula: | Add
Within-group heteroscedasticity: [no b
Within-group heteroscedasticity formula: | Add
Get current I Go
Store | | Clear |
Quit | Help | |

Figure 5-2. A likelihood ratio test to compare two mixed models with the same fixed
effects but with different random components.

If residuals plots indicate violation of homogeneity, different variances per beach can
be used:
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Model 7 Y, =a+B*NAP, +a, +b, *NAP, +¢,
where &, =N(0,07), b,=N(0,07) and & =N(0,07)

This model is nearly identical to model 6 except that the variance component of the
noise now has an index j, where j=1,..,9. The AIC or ANOVA table can be used to
judge which model is better:

AIC  BIC logLik
216.1544 240.8112 -94.0772

Random effects:
Formula: ~NAP | as.factor(Beach)
Structure: General positive-definite, Log-Cholesky parametrization

StdDev Corr
(Intercept) 2.940 (Intr)
NAP 0.011 -0.037
Residual 1.4724

Variance function:

Structure: Different standard deviations per stratum

Formula: ~1 | as.factor(Beach)

Parameter estimates:

1 2 3 4 5 6 7 8 9
1.000 3.387 0.578 0.269 4.891 0.426 0.450 0.745 2.33

We now have residual variance component for each beach.

Fixed effects: Y1 ~ 1 + NAP

Value Std.Error DF t-value p-value
(Intercept) 5.75 1.056 35 5.446 <0.001
NAP -1.42 0.127 35 -11.188 <0.001
Correlation:

(Intr)
NAP -0.041

Number of Observations: 45, Number of Groups: 9
ANOVA table for the submodels

Model df AIC BIC logLik L.Ratio  p-value
6 4 247.480 254.525 -119.740
7 12 212.154 233.289 -94.077 1 51.32585 <.0001

Applying model 7 and the ANOVA comparison in Brodgar
In the mixed modelling function, select:
¢ Richness as response variable and NAP as explanatory variable in the “Fixed
variables” window.
e From the settings menu, ensure that restricted log-likelihood (REML)
estimation is selected.
e In the settings menu, select in the "Within-group heteroscedasticy”: Constant
variance(s). On the next line type: 1|as.factor(Beach) Note: there is no “~’ .
See also Figure 5-3.
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e In “Random Effects”, select Beach as a random grouping factor (see previous
models above).

And click on the “Go” button. To make the comparison with model 6. In the
specialised corner:

(0]

(0]

Define the fixed effects of the full model by typing in the fixed effects
part: NAP (You can also use 1+NAP).

Define the random effects part of the full model by typing in the
random effects part: NAP|factor(Beach)

Define the fixed effects of the nested model by typing in the fixed
effects part: NAP

Define the random effects of the nested model by typing in the random
effects part: ~NAP|factor(Beach)

Define the different variances under settings, see the previous model.
Define the within-group heteroscedasticy in the specialised corner as:
none. The full model now has different variances and the nested model
not. It is also possible to do it just the other way around; the full model
without the heteroscedasticy structure and the nested model with.

And click on the “Go” button. See also Figure 5-4.

=EX
Fixed variables ¥ Define fixed X effects i Graph i Corner
Within-group correlation [no ]
Within-group correlation formula [ Add
Within-group heteroscedasticity _1Constantvanance(s) -
Within-group heteroscedasticity formula |1|as factor(Beach) Add
Model fitting by maximizing [Restricted log-likelihood -
Nominal variables contrasts [Treatment ]
Confidence intervals in numerical output [No -
Store Clear |
Quit I Help | Go |

Figure 5-3. Mixed modelling with different variances per beach. Note the syntax:
1|as.factor(Beach)
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=EX
Fixed variables ¥ Define fixed X effects {0 Graph settings ¥ Specialised Corner
Specialised Corner Explain |
Define full model
Fixed effects part: [1+naP Add I
Random effects part: [~ 1 asfactorBeach) Add I
Get current I Go |
Define nested model for ANOVA comparison
Fixed effects part: [T+naP Add I
Random effects part: [~ as factorBeach) Add
Within-group correlation: [no -
Within-group correlation formula: | Add
Within-group heteroscedasticity: [no ~
Within-group heteroscedasticity formula: | Add
Get current [ Go
Store | I Clear I
Quit | Help | |

Figure 5-4. A likelihood ratio test to compare a mixed modelling with different
variances per beach (full model) and mixed model with only one variance term.

Comparing models with different fixed effects

So far, we have only compared models with the same fixed components. We now add
more fixed explanatory variables. Exposure is a nominal variable with three classes
and is of the prime interests. We extend model 7 to:

Model 8 Y, =a+ B*NAP, +exposure, +a, +b, *NAP, + ¢,

where &, =N(0,07), b,=N(0,07) and & =N(0,07)
Exposure is modelled as a factor. To assess whether adding Exposure results in a
better model, apply a likelihood ratio test. The ANOVA table is presented below and

indicates that model 8 is better than 7. To compare models with different fixed effects,
the maximum likelihood method should be used instead of REML.

ANOVA table f

Model df AIC BIC logLik L.Ratio p-value
8 16 208 237 -88,2

7 14 216 241 -93.8 11.3 0.004

Applying model 8 and the ANOVA comparison in Brodgar
In the mixed modelling function:
e Select richness as response variable, NAP as continuous explanatory variable
and exposure as a nominal explanatory in the “Fixed variables” window.
e Define the random effects part of the full model by typing in the random
effects part: ~1| NAP and select Beach as the nested grouping factor.
e In the settings menu, ensure that maximum likelihood estimation is selected.
e In the settings menu, select in the "Within-group heteroscedasticy”: Constant
variance(s). On the next line type: 1|as.factor(Beach)
e To make the comparison with model 7. In the specialised corner:
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o0 Define the fixed effects of the full model by typing in the fixed effects
part: NAP + factor(exposure)

o0 Define the random effects part of the full model by typing in the
random effects part: ~NAP | factor(Beach)

o0 Define the within-group heteroscedasticy as Constant variance(s). On
the next line type: 1|as.factor(Beach).

o0 Define the fixed effects of the nested model by typing in the fixed
effects part: NAP

o0 Define the random effects of the nested model by typing in the random
effects part: ~NAP|factor(Beach)

o0 Define the within-group heteroscedasticy as Constant variance(s). On
the next line type: 1|as.factor(Beach).

0 Under settings, change the estimation method from restricted log-
likelihood (REML) estimation to maximum log likelihood.

And click on the “Go” button. See

(w3
Fixed Define fixed X effects ¥ Settings ¥ Graph settings ¥ Specialised Corner
Specialised Corner Explain |
Define full model
Fixed effects part: [1+NAP+as factor(exposure) Add
Random effects part: [~ NAP | as factor(Beach) Add I
Get current | Go |
Define nested model for ANOVA comparison
Fixed effects part: [T+naP Add l
Random effects part: [~ NAP] a5 factar(Beach) Add
Within-group correlation: [no |
Within-group correlation formula: | Add
Within-group heteroscedasticity: [Constant variance(s) b
Within-group heteroscedasticity formula: | 1jas factor(Beach) Add
Get current | Go
Store | I Clear I
Quit_| Help | |

Figure 5-5. Comparing the mixed models 7 and 8.

Another mixed modelling example

A full analysis of these data is presented in Zuur, leno and Smith (Fortcoming). The
data consist of honey bee abundance at five different locations. All locations were
sampled on the same 10 days. A possible mixed model is of the form:

Model 1 Bees, =a+ f*Time, +a, +b, *Time, +¢,
a,=N(0,0), b,=N(0,0;) and & =N(0,0°)
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This model is similar to the one for the RIKZ data except that Richness is replaced by
numbers of bees and NAP by Time. As to the indices, j=1,..,5 as there are 5 locations,
and i=1,..,10 (10 days). The bee data are repeated measurements, hence we should
allow for an auto-correlation on the residuals:

Cor(gij ’8i+h,j) = Pk
There are various ways to model this auto-correlation.
AR(p) structure

Assume that the noise at day i is related to the noise at day i-1, i-2, etc. This is a so-
called autoregressive model of order p:

& =0, +he,, +... T P&, +Noise,

The notation for this is: AR(p). The unexplained information on day i is modelled as a
function of the unexplained information on day i-1, i-2, etc. The AR(1) model is given

by:

& = ¢, +Noise,
Using this model, it can be shown that the correlation between ¢j; and €. IS given by
¢

Compound symmetry
The correlation between two error terms is modelled as:

Cor(gij ) 8i—k,j) =p

and if k=0, the correlation is 1. It assumes that the correlation between two days is
always equal to p however far apart the days are.

General correlation
Another option is to assume a general correlation structure:

Cor(gij ) gi—k,j) = P
All days separated with k days have the same correlation py.
All these options can be compared with each other using the AIC. For spatial data,
various other correlation structures are possible; see Section 5.3 in Pinheiro and Bates
(2000). First, we fit the model with a random intercept and fixed slope but with no

autocorrelation on the errors. The relevant output is given by:

AIC BIC logLik
2705.759 2726.308 -1348.880
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Random effects:
Formula: ~1 | as.factor(Location)
(Intercept) Residual

StdDev: 0.0136 0.702
Fixed effects: Bees ~ 1 + Time

Value Std.Error DF t-value p-value
(Intercept) 1.5831 0.079 1254 19.934 <0.001
Time -0.090 0.007 1254 -13.171 <0.001

Refitting the model but specifying an AR(1) structure on the residuals gives:

AIC BIC logLik
2583.155  2608.841  -1286.577

Random effects:
Formula: ~1 | as.factor(Location)
(Intercept) Residual
StdDev: 0.004 0.703

Correlation Structure: AR(1)
Formula: ~1 | as.factor(Location)
Parameter estimate(s):

Phi
0.308
Fixed effects: Bees ~ Time
Value Std.Error DF t-value p-value
(Intercept) 1.577 0.108 1254 14.562 <0.001
Time -0.090 0.009 1254 -9.585 <0.001

The coefficient ¢ is estimated as 0.308 indicating that the correlated (in the error)

between day i and i-1 is 0.308. And between days i and i-1 it is 0.308%. To test
whether the AR(1) structure has improved the model, the likelihood ratio test can be

used:

Model df AIC BIC logLik L.Ratio p-value
1 4 2705.759 2726.309 -1348.880

2 5 2583.155 2608.841 -1286.577 124.6047 <0.001

Both the AIC and the likelihood ratio test indicate that the second model (including

the AR structure) is more optimal.

Applying the bee example in Brodgar
In the mixed modelling function, select:

e From the “Fixed variables”, select bees as response variable and as continuous

explanatory variable: Time

e In “Random Effects”, select Location as a random grouping factor.
e Under settings, select “Autoregressive process of order 1” from the within-

group correlation.
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e At the within-group correlation formula, type: 1|as.factor(Location) Don’t
forget the ‘1)°.

e Make sure that the order of the observations within a location in the
spreadsheet is sequential.

For the model comparison using ANOVA, go to the specialised corner.
e For the full model, click: ‘Get current’.
e For the nested model, click: ‘Get current’.
¢ Inthe nest model, remove the auto-correlation structure.

And click on the “Go” button.
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